Securing Linux with a Faster and Scalable Iptables
Sebastiano Miano, Matteo Bertrone, Fulvio
Risso, Mauricio Vásquez Bernal
Dept. of Computer and Control Engineering,
Politecnico di Torino, Italy
name.surname@polito.it

ABSTRACT
The sheer increase in network speed and the massive deployment
of containerized applications in a Linux server has led to the consciousness that iptables, the current de-facto firewall in Linux,
may not be able to cope with the current requirements particularly
in terms of scalability in the number of rules. This paper presents
an eBPF-based firewall, bpf-iptables, which emulates the iptables filtering semantic while guaranteeing higher throughput. We
compare our implementation against the current version of iptables and other Linux firewalls, showing how it achieves a notable
boost in terms of performance particularly when a high number of
rules is involved. This result is achieved without requiring custom
kernels or additional software frameworks (e.g., DPDK) that could
not be allowed in some scenarios such as public data-centers.
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INTRODUCTION

Nowadays, the traditional security features of a Linux host are
centered on iptables, which allows applying different security
policies to the traffic, such as to protect from possible network
threats or to prevent specific communication patterns between
different machines. Starting from its introduction in kernel v2.4.0,
iptables remained the most used packet filtering mechanism in
Linux, despite being strongly criticized under many aspects, such as
for its far from cutting-edge matching algorithm (i.e., linear search)
that limits its scalability in terms of number of policy rules, its
syntax, not always intuitive, and its old code base, which is difficult
to understand and maintain. In the recent years, the increasing
demanding of network speed and the transformation of the type of
applications running in a Linux server has led to the consciousness
that the current implementation may not be able to cope with
the modern requirements particularly in terms of performance,
flexibility, and scalability [18].
Nftables [11] was proposed in 2014 with the aim of replacing
iptables; it reuses the existing netfilter subsystem through an
in-kernel virtual machine dedicated to firewall rules, which represents a significant departure from the iptables filtering model.
In particular, it (i) integrates all the functionalities provided by
{ip, ip6, arp, eb}tables; (ii) uses a nicer syntax; (iii) improves
the classification pipeline introducing maps and concatenations,
allowing to construct the ruleset in a way that reduces the number
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of memory lookups per packet before finding the final action to
apply; finally, (iv) it moves part of the intelligence in the userspace
nft tool, which is definitely more complex than iptables but allows to potentially deliver new features or protocols without kernel
upgrades [4]. Although this yields advantages over its predecessor, nftables (and other previous attempts such as ufw [38] or
nf-HiPAC [29]) did not have the desired success, mainly due to
the reluctance of the system administrators to adapt their existing configurations (and scripts) operating on the old framework
and move on to the new one [12]. This is also highlighted by the
fact that the majority of today’s open-source orchestrators (e.g.,
Kubernetes [22], Docker [21]) are strongly based on iptables.
Recently, another in-kernel virtual machine has been proposed,
the extended BPF (eBPF) [2, 17, 35], which offers the possibility to
dynamically generate, inject and execute arbitrary code inside the
Linux kernel, without the necessity to install any additional kernel
module. eBPF programs can be attached to different hook points
in the networking stack such as eXpress DataPath (XDP) [20] or
Traffic Control (TC), hence enabling arbitrary processing on the
intercepted packets, which can be either dropped or returned (possibly modified) to the stack. Thanks to its flexibility and excellent
performance, functionality, and security, recent activities on the
Linux networking community have tried to bring the power of
eBPF into the newer nftables subsystem [6]. Although this would
enable nftables to converge towards an implementation of its VM
entirely based on eBPF, the proposed design does not fully exploit
the potential of eBPF, since the programs are directly generated
in the kernel and not in userspace, thus losing all the separation
and security properties guaranteed by the eBPF code verifier that
is executed before the code is injected in the kernel.
On the other hand, bpfilter [8] proposes a framework that
enables the transparent translation of existing iptables rules into
eBPF programs; system administrators can continue to use the existing iptables-based configuration without even knowing that the
filtering is performed with eBPF. To enable such design, bpfilter
introduces a new type of kernel module that delegates its functionality into user space processes, called user mode helper (umh),
which can implement the rule translation in userspace and then
inject the newly created eBPF programs in the kernel. Currently,
this work focuses mainly on the design of a translation architecture
for iptables rules into eBPF instructions, with a small proof of
concept that showed the advantages of intercepting (and therefore
filtering) the traffic as soon as possible in the kernel, and even in
the hardware (smartNICs) [37].
The work presented in this paper continues along the bpfilter
proposal of creating a faster and more scalable clone of iptables,
but with the following two additional challenges. First is to preserve the iptables filtering semantic. Providing a transparent

